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Integrating GIS Concepts into Transportation Network Data Structures 

ABSTRACT 
 Transportation network data structures must be designed to meet the 
requirements of the analyses being conducted and must be compatible with the 
selected graphical user interface.  Increasing interest in geographic information systems 
(GIS) and intelligent transportation systems (ITS) have further burdened the network 
data structure.  It is possible to implement object oriented programming (OOP) 
technology to satisfy these needs, without making the data structure excessively 
complicated. 
 
 This paper shows how a well-developed network data structure can incorporate 
major capabilities normally associated with stand-alone GIS’s.  The design of a network 
data structure derives from both theoretical and practical considerations.  A design of a 
network data structure, composed entirely of objects, is presented.  Examples of its 
implementation, limitations, advantages, and possible extensions are drawn from 
experience with the General Network Editor (GNE). 
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Integrating GIS Concepts into Transportation Network Data Structures 

INTRODUCTION 
 
 This paper describes and discusses a way of organizing transportation network 
data for the purposes of travel forecasting and similarly demanding analytical methods.  
Historically, transportation networks have been built entirely of nodes and links.  Since,  
geographic information systems (GIS) systems also make extensive use of nodes and 
links for representing spatial data, certain observers1, 2 have suggested that GIS’s could 
fully satisfy analytical needs while giving users enhanced capabilities in data preparation 
and presentation.  Since the beginning of this decade there have been many successful 
attempts in transferring data between GIS’s and network-based analytical tools 
(principally travel forecasting models), but the full integration of GIS’s and network-
based analytical tools still eludes a large number of people.  Sutton3 provides several 
technical reasons for the slow pace of this integration, although there are probably 
psychological and institutional reasons, too. 
 
 In a limited way GIS concepts have already been integrated into travel 
forecasting packages.  Every major travel forecasting package comes with a network 
editor, which may be thought of as a highly specialized GIS.  Some of the network 
editors do little more than accept exactly the data required for its travel forecasting 
package.  Other network editors have a substantial amount of flexibility and power, 
giving users a significant amount of GIS-like capabilities.  Network editors are popular 
among those doing transportation analyses because they are (a) comparatively easy to 
learn; (b) minimally fulfill all data preparation needs; and (c) strictly enforce the rigid 
rules of network connectivity.  The ability of a network editor both to act like a GIS and 
to provide the necessary capabilities for network analysis depends upon the data 
structure.  The design of data structure has also been identified as a critical factor in the 
performance of a GIS4.  Since network editors will be with us for the foreseeable future, 
it would be best if they can achieve much of the functionality of a stand-alone GIS.  
Conversely, it may also be helpful to designers of GIS’s to draw from the experiences of 
those implementing network applications. 
 
 Previous research in the design of transportation networks5, 6 identified the 
importance of data structures for storage, retrieval and analysis of network data.  Since 
that time there have been considerable advances in computing technology and rising 
expectations of transportation professionals toward their analysis tools.  Increasing 
interest in GIS, in particular, has driven the need for more robust and flexible network 
data structures.  The designers of many GIS systems have recognized the need for 
proper organization of transportation network data7, but the designers of transportation 
network applications are still in need of guidance on adding GIS functionality to their 
software. 
 
 Graphical user interfaces (GUI) have further complicated the design of 
transportation network data structures.  Prior to the existence of GUIs, the user interface 
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could be customized to the peculiarities of the data structure.  Now the network data 
structure must also conform to the requirements of the selected GUI.  On the plus side, 
companies offering GUIs have designed application program interfaces (API) that are 
sufficiently general to support the needs of transportation professionals when either 
building or analyzing network data bases.  On the minus side, common commercial 
applications (such as, word processors, spreadsheet programs, etc.) that employ the 
API in increasingly sophisticated ways are further raising user expectations toward the 
performance of all software, including transportation applications. 
 
 The growing complexity of GUIs is starting to erode the ability of transportation 
professionals to write their own software.  Only a few transportation-specific software 
products have thus far migrated to GUIs, and the obstacles for writing acceptable-
quality applications are becoming overwhelming.  However, recent implementations 
within computer languages of object oriented programming (OOP) technology gives 
those individuals wishing to write transportation software a fairer chance at 
implementing their application under a GUI.  In particular, OOP permits the construction 
of powerful transportation network data structures, without requiring exceptionally 
difficult programming techniques.  This paper reports on experience while creating and 
reworking the General Network Editor (GNE), a computer program for building and 
manipulating transportation networks. 
 
 The essential elements of a transportation network data structure are traditionally 
nodes and links, with each link connecting exactly two nodes.  Different software 
packages may provide other types of graphical elements, such as text boxes and 
charts, but these are subordinate to nodes and links.  Networks with GIS-like 
functionality also require polygons, chains (or strings) and layers, but these network 
features can be implemented as constructs of nodes and, possibly, links.  The 
performance of software largely depends upon how well nodes and links are arranged 
into a data structure.  Not only must the data structure support the GUI, but it should 
allow for rapid computation of a wide variety of sophisticated network algorithms, such 
as stochastic multipath assignment or vine building. 
 
 Many transportation networks are quite large, and they are tending to become 
larger still.  Also, network analysis algorithms are becoming more complicated and 
place greater demands upon computer resources.  In the past transportation 
professionals have paid very little attention to the organization of their data, preferring 
instead to concentrate on algorithms and on behavior of components and people within 
their system.  As expectations toward networks grow, the nature of the data structure 
can become as important as the algorithms used for analysis. 

NETWORK DATA STRUCTURE OBJECTS 
 OOP has been widely discussed in the computer science literature, so this article 
will highlight only those parts of OOP that are immediately relevant to transportation 
networks.  An object is a set of data and a set of methods (procedures or functions) that 
operate on that data.  An object can manipulate its own data, respond to outside 
requests for information about itself, and assist in its own creation and destruction.  An 
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object can own other objects, usually of a different variety.  For example, a node object 
can own an object consisting of a list of polygon vertices.  Through a process called 
“inheritance," it is possible to create new, descendent objects with nearly the same 
characteristics of a “parent” object but enhanced in some useful way.  Inheritance is 
often used to modify stock objects to perform specialized tasks.  A powerful network 
data structure can be composed entirely of objects.  Objects are created only when they 
are needed, and they are destroyed when they are no longer needed. 
 
 Two stock objects with direct application to network data structures are both 
collections:  sorted and unsorted.  A collection is an object that owns many other 
objects.  A sorted collection arranges its owned objects in such a way that it can quickly 
locate any particular owned object without having to search through the whole 
collection.  An unsorted collection simply arranges the objects in the order received.  
Collections come with many housekeeping methods for their creation, maintenance, 
and finding owned objects with given properties. 
 
 The design of a data structure contains a certain degree of subjectivity and some 
variation owing to intended uses for the network, but there seems to exist a fundamental 
structure of traditional networks stemming from three principles. 
 

Principle 1.  A network is composed entirely of nodes and links. 
Principle 2.  The data structure must never break the inherent connectivity of the 

network. 
Principle 3.  Networks can be large. 

 
These rules must continue to hold in networks with GIS-features, such as polygons, 
chains, and layers. 
 
 A network data structure can consist of one or more of the following types of 
objects. 
 
Hash Table       One per Network 
  Hash Table Entry List   Sorted Collection, One per Hash Table 
  Hash Entry     Many per Hash Table Entry List 
   Node List     Sorted Collection, One per Hash Table Entry 
    Node     Many per Node List 
     Link Ends List    Unsorted Collection, One per Node 
      Links End  Many per Link Ends List 
       Link Data  One per Link End 
     Polygon Vertex List Unsorted Collection, One per Node 
     Polygon Owner List Unsorted Collection, One per Node 
Delete Stack       Unsorted Collection, One per Network 
 Deleted Item      Many per Delete Stack 
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Figure 1.  A Small Network with Polygons 
 
 
The indentations in the above list indicate ownership.  The interrelationships between 
many of these objects are illustrated in Figure 2, which represents the data structure for 
the network shown in Figure 1. 
 
 Figure 1 shows a network consisting of eight nodes, four links, and two polygons.  
The data structure for this network requires a total of 41 objects and 65 pointers (or 
memory addresses of objects as located in their owner object).  Each object may 
contain data, pointers to other objects, and methods.  There are exactly 3 objects for 
each link and up to three objects for each node.  Hash table entries are identified by 
Roman numeral, nodes by capital letter, links by number, and link ends by the link 
number and either “a” or “b”.  In order to clarify the drawing, some of the pointers to 
node objects in Figure 2 have been shortened; the node they are addressing is 
indicated by a letter near the arrowhead.  Figure 2 does not show the data or methods 
contained within each object. 
 
 The number of objects and pointers may at first seem excessive.  There is 
nothing superfluous; each element in the data structure is necessary to support network 
editing and network calculations. 
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Figure 2.  Data Structure for the Small Network with Polygons 
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 The size of this data structure is theoretically unlimited, although practical 
limitations stem from the design of the stock collection objects, computer hardware, and 
operating systems.  The collections adopted for GNE have a maximum size of 16,384 
owned objects, so the absolute maximum number of nodes is 268,435,456, with no 
more than 16,384 links for any single node.  The estimate assumes that nodes are 
evenly distributed throughout the hash table, a highly unlikely occurrence.  More typical 
are networks where there are high densities of nodes near concentrations of human 
activity and lower densities elsewhere.  The data structure would hit its practical limit 
when any node list fills, probably after only a million or so nodes have been entered. 

HASH TABLE AND HASH TABLE ENTRY LIST 
 A previous article6 explained that the performance of the data structure could be 
greatly increased when the network elements (particularly nodes) were chopped into 
several groups based on their coordinates.  At that time our proposed hashing scheme 
did not anticipate the needs of GUIs, an essential feature of which is the ability to 
smoothly scroll the image of the network within a window on the computer’s monitor.  A 
better hashing scheme for a GUI and for GIS functionality would be to organize the 
nodes by rectangular cells.  There is an optimum cell size for any given network.  GNE 
always starts with a fixed cell size of 200 pixels in both the X dimension and Y 
dimension, arbitrarily chosen to be about 1/2 the dimensions of the smallest practical 
window for displaying and manipulating the network.  GNE can vary the cell size, as 
necessary, during node creation and after changes in scale.  Empty cells do not burden 
the data structure in any way.  The list of hash entries is sorted by a unique key, which 
is a function of cells’ x and y coordinates.  Thus, any given cell may be located very 
quickly. 
 
 An unfortunate consequence of a constant cell size for the whole network is the 
inability to distribute nodes evenly across the hash table.  In a highly compact network 
(for example, a scale of one pixel per km) it is possible to fill a single cell’s node list, 
while leaving many other cells nearly empty.  Varying the hash cell size to match the 
network scale allows for much larger networks.  An optimal cell size could be easily 
chosen once the network has been completely built and major changes of scale are no 
longer necessary, for example when providing an ITS end-user with a network display. 
 
 An even better hashing scheme, not presently implemented in GNE, would allow 
for subdivisions of individual cells when their node list becomes filled or becomes 
inefficiently large.  Such a hashing scheme would require efficient algorithms to search 
for cells when they are of varying sizes.  One approach would be to provide each hash 
table entry with a list of its subdivided cells, each subdivided cell getting its own node 
list. 
 
 Being an important object, the hash table would have many methods for 
accessing its data.  The GNE’s hash table includes methods for finding nodes and links 
from their coordinates, finding cells from their coordinates, organizing the reading and 
writing of node and link data from disk, inserting nodes and links into the data structure, 
determining the presence of polygons within cells, determining whether a window 
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operation (such as scrolling) requires the use of a particular cell. 
 
 There is only one hash table for each active network, but a new hash table must 
be completely built each time the network undergoes a scale change, a rotation, 
translation, or a change in cell size.  For a short period of time during any 
transformation, two hash tables, old and new, coexist.  Transformations also require a 
complete rebuilding of all node lists and all link end lists.  Such upheaval in the data 
structure is not nearly as onerous as it seems, because each object takes care of the 
details of its own creation and destruction. 

NODES AND NODE LISTS 
 Each node is found on a single node list, depending upon is coordinates and the 
coordinates of the cells of the hash table.  Since a node list is a sorted collection, nodes 
can be quickly found given their coordinates.  However, finding nodes by any other 
criterion requires a node-by-node search of the whole data base. 
 
 Nodes have a different role in the data structure than they do in the actual 
transportation network.  Since links and polygons do not have coordinates in the data 
structure, nodes become the principal means of accessing link and polygon 
characteristics, are the owners of polygons, and organize the remaining network 
elements in the hash table.  As indicated in Figure 2, GNE permits nodes to own exactly 
one polygon and to own one link list.  In addition, nodes own one list containing its 
memberships in polygons. 
 
 Nodes provide connectivity to the data base, as well as to the network.  In the 
data structure, it is possible to move from node to node by passing through a link end 
object. 

LINKS AND LINK ENDS LISTS 
 Although it is possible to imagine situations where a sorted collection would be 
helpful, a link ends list within GNE is an unsorted collection.  Any time it is necessary to 
access link data or to move though a link to another node, a search of a link end list is 
required.  Link end lists are almost always quite short in transportation networks, so 
very little effort is required for a search. 
 
 Attribute data for a link is stored in a single object that need not point to any other 
objects.  Following traditional transportation planning concepts, GNE does not employ 
shape points for links, although shape can be easily introduced in the data structure as 
a shape object that is owned by a link data object. 

POLYGONS AND CHAINS 
 The network can be given a substantial amount of functionality associated with 
GIS’s by allowing the formation of polygons.  From the standpoint of a data structure, a 
polygon is nothing more than a collection of nodes.  The collection is “unsorted," but the 
order of the nodes within the collection matters.  The data base must never change the 
order of nodes as specified by the user. 



 8

 
 Transportation networks have traditionally incorporated spatial information 
without explicitly demarking areas.  For example, each traffic analysis zone (TAZ) is 
represented by a single node called a “centroid”.  Within GNE, a polygon is an integral 
part of the network by virtue of its being owned by a node and by allowing nodes within 
the network to serve as vertices.  A node may be a vertex of more than one polygon.  
There are considerable advantages to integrating polygons with the network in this 
manner.  Polygons can easily do any of the following tasks. 
 

A.  Graphically display an area of the network. 
B.  Graphically display an arbitrary sequence of nodes within the network. 
C.  Identify a sequence of nodes (and, possibly, links) to be given specific 

attention. 
D.  Transfer data from one owner node to an arbitrary set of other nodes. 
E.  Transfer data from an arbitrary set of nodes to one owner node. 
F.  Provide characteristics of a node sequence, such as area or perimeter or 

intrazonal travel time, to one owner node. 
G.  Identify a set of nodes that are associated with two or more owner nodes, 

such as those nodes on the boundary between two polygons. 
H.  Identify those nodes and links that are enclosed within a polygon or excluded 

from a polygon. 
 
A link’s inclusion in the polygon is only a matter of convention and does not affect the  
data structure. 
 
 A chain is a sequence of nodes and links that does not close upon itself.  A chain 
is a special case of a polygon.  Given the principle of network connectivity, the data 
structure does not allow a link to be within a chain unless both its ending nodes are also 
within a chain. 
 
 The data structure could allow an owner node to be a vertex within its own 
polygon, but GNE does not permit this to happen for its networks.  However, GNE does 
allow an owner node to be a vertex is some other node’s polygon.  In this manner, it is 
possible to create chains of polygons or hierarchies of polygons.  An example of a 
polygon hierarchy is illustrated in Figure 3.  In this figure, District A has four traffic 
analysis zones (TAZ).  Each TAZ is seen to be a centroid that owns a set of vertex 
nodes, while the district is a node that owns a chain of centroids.  Data can flow up or 
down the hierarchy.  For example, it would be possible to compute the area of the 
district from the areas of the TAZs. 
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Figure 3.  Four Polygons Chained Together 

NETWORKS, LAYERS AND OVERLAYS 
 A fundamental part of a GIS data base is the ability to assign geographical 
features to layers.  Given the need for connectivity, layering does not always make 
sense in a transportation network.  For example, layering would be awkward for a traffic 
network consisting of only streets and intersections.  One cannot break such a network 
across layers without implying a disruption in connectivity. 
 
 However, network connectivity does not formally exist between owner nodes and 
their polygons.  Thus, it might make sense to place polygon vertices on a different layer 
from their owner node, provided that the vertices are not connected directly or indirectly 
to their owner node by links.  The maintenance of connectivity throughout a layer 
implies that links should never be assigned to layers, while nodes can be.  A link must 
adopt the layer of its two ending nodes.  The layer for a link is ambiguous when its two 
ending nodes are in separate layers – often an undesirable situation.  The data 
structure can implement layering by simply giving nodes a layer attribute. 
 
 As with general purpose GIS’s, a network data structure can facilitate the display 
and computation of overlay areas.  When computing overlay areas, GNE assumes 
polygons exist on the layer of the owner node, not on the layer of the vertices.  Indeed, 
vertices can be placed on any layer without changing the properties of the polygon. 

ISSUES REGARDING STORAGE AND RETRIEVAL OF ATTRIBUTE DATA 
 A major consideration in the application of GIS to transportation networks has 
been the efficient storage and retrieval of attribute data.  In multipurpose GIS systems, 
dynamic segmentation8, 9 has been identified as an efficient means of ascribing 
attributes to small segments of links.  The data structure described above essentially 
employs fixed-length segmentation, because a fundamental assumption of many 
network algorithms is that attributes are constant throughout a link.  The traditional 
means of dealing with changing attributes within a link is to break the link into two or 
more new links, each new link having its own set of attributes and ending nodes.  It is 
possible to conceive of algorithms where it might be desirable to segment links 
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according to changing characteristics without manually breaking them into pieces. 
 
 Dynamic segmentation would further complicate the data structure and impose 
additional burdens on users, but the concept could allow for greater flexibility in data 
preparation and algorithms.  Similar complications seem  to be developing from a 
growing interest among transportation planners in models that are extremely 
disaggregated, spatially.  TAZ sizes may shrink dramatically, increasing the need for 
methods, such as areal interpolation, to ascribe spatial characteristics to very small 
parcels of land. 

COMPUTATIONS WITH AND WITHIN THE DATA STRUCTURE 
 There are three broad categories of computations that can be performed on the 
network data structure. 
 

1.  Computations that are fundamental to the operation of the data structure and 
are included as methods in objects.  For example, nodes in GNE have the 
ability to determine their presence within any polygon or to compute the area 
of their own polygon. 

 
2.  Regularly occurring computations that require information from many different 

types of objects.  The only logical place in the data structure for network-wide 
computations is in the hash table object. 

 
3.  Irregularly occurring computations, as specified by users.  The hash table can 

facilitate user calculations by providing easy access to information about 
node, links, and polygons.  GNE permits a variety of unsophisticated 
calculations to be specified by users by making one or more complete 
sweeps of the whole data structure, allowing users to execute short BASIC 
programs as GNE passes by each node and link.  Such a method would be 
suitable for calculating the total emissions across a network, but it would 
unsuitable for finding the shortest path through a network. 

 
When a data structure is built for a particular purpose, specialized methods that 
implement a needed algorithm could be given to the hash table alone, or several related 
methods can be distributed throughout the data structure.  For example, a path building 
algorithm could use a method at node objects that finds the closest adjacent node.  
Thus far, GNE is not using anything close to the full computational capabilities of the 
data structure. 

MEMORY MANAGEMENT CONSIDERATIONS 
  The data structure requires memory for storing attributes of links and nodes, the 
various pointers to objects, and pointers within objects to methods.  The memory 
necessary for pointers and related information is small, but significant.  For example, the 
network of Figure 1 is stored by GNE in 2068 bytes, with the 65 pointers being 
responsible for 260 bytes or about 13%.  Most of the memory is reserved for storing 
user-specified names and attribute values. 
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 Deletions of data contained within a structure often results in many obsolete 
objects.  Data structures often contain methods to remove garbage that may have 
accumulated.  The need for garbage collection routines in network data structures is 
thus far unclear.  Transportation networks have a distinct tendency to grow, and only 
rarely do they decrease substantially in size.  GNE avoids garbage collection, by simply 
marking objects as having been deleted.  All deleted objects are also listed on a delete 
stack (not illustrated in Figure 2) so that they may be later recovered, if necessary.  
GNE removes deleted objects from networks saved to disk, so deletions do not 
accumulate across editing sessions. 
 
 The largest network tested on this data structure is the larger of the US railroad 
networks on the “National Transportation Atlas Data Bases:  1995” CD by the Bureau of 
Transportation Statistics.  This network contains approximately 144,000 nodes and 
182,500 links.  Smaller networks tested on this data structure include highway networks 
for most states in the US, various rail and bus transit systems from cities throughout the 
world, many urban street systems (some originating with TIGER by the US Census 
Bureau), and the US waterway network (5600 nodes, 6200 links). 

CONCLUSIONS 
 The design of a network data structure requires some subjectivity, but there 
appears to exist essential components that should always be present to satisfy design 
principles.  It is possible to design a multipurpose data structure that provides GIS 
functionality and supports a broad variety of needs, including data editing, data display, 
and analysis.  Of the various parts of the data structure, the design of the hashing 
scheme (for quickly finding entities on the graphics display) requires the most 
subjectivity. 
 
 The advent of object oriented programming (OOP) has reduced the burden on 
writers of transportation software to deliver good data structures.  OOP techniques not 
only help the building of networks, but they help in analyzing networks.  Objects can 
consist of single entities physically present in the environment, ordered and unordered 
lists of entities, groups of attribute values, and mechanisms for forming associations 
between entities and lists.  Objects can possess the ability to perform many specific 
tasks related to data management and analysis.  Objects need not be readily apparent 
to users, but OOP allows for data structures of greater power than could be previously 
achieved. 
 
 A network data structure takes more memory than less sophisticated 
arrangements of data, but the additional memory is judged to be small in comparison to 
the amount available in the current generation of computers. 
 
 A network data structure can easily accommodate GIS-like functionality, 
including polygons, chains and layers.  One effective way of implementing polygons is a 
convention where nodes own polygons composed entirely of other nodes.  Because the 
data structure is quite flexible, it is often necessary to impose a set of external rules on 
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how a network data structure may be implemented for GIS-related purposes. 
 
 Although not implemented in the data structure presented here, it is possible to 
expand the data structure to capture even greater GIS functionality without 
compromising principles of network connectivity and without subverting the 
computational importance of nodes and links in network analysis algorithms.  
Warranting further investigation are the implementation of objects for dynamic 
segmentation, areal interpolation, link shape, relational storage of attribute values, and 
subdivision of hash table cells.  When considering additional capabilities it is important 
to always consider the efficiency of the data structure, both in terms of memory 
requirements and computation times of various algorithms. 
 
 A large subset of network analysis algorithms can already be accommodated by 
the data structure described in this paper.  As algorithms and data improve, there will 
always be a need for refinements in data structure.  However, refinements often involve 
compromises between flexibility, cleanliness of the user interface, and fulfilling the 
requirements of algorithms.  Of course, fewer compromises are necessary when the 
GIS can be specifically tailored for a group of closely-related algorithms, as is the case 
with the software described here. 
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